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What is semi-supervised learning (SSL)?

ÅLabeled data (entity classification)

ÅLots more unlabeled data

person 

location

organization

Åé, says Mr. Cooper, vice  

president of é

Åé Firing Line Inc., a 

Philadelphia gun shop.

Åé, Yahooôs own Jerry Yang is 

right é

Åé The details of ObamaôsSan 

Francisco mis-adventure é

Labels

Can we build a 

better model from 

both labeled and 

unlabeled data?



Who else has worked on SSL?

ÅCanonical NLP problems

ïTagging    (Haghighi and Klein 2006)

ïChunking, NER (Ando & Zhang 2005)

ïParsing (McClosky & Charniak 2006)

ÅOutside the classic NLP canon

ïEntity-attribute extraction (Bellare et al. 2007)

ïSentiment analysis (Goldberg & Zhu 2006)

ïLink spam detection (Zhou et al. 2007)

ïYour problem?



Anti-SSL arguments: practice

ÅIf a problem is important, weôll find the time / money / 

linguists to label more data

Penn Chinese Treebank 

2 years to annotate 4000 

sentences
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The national track & field championships concluded

I want to parse the baidu zhidao question-answer database. 

Whoôs going to annotate it for me?



Anti-SSL arguments: theory

ÅñBut Tom Cover saidò: (Castelli & Cover 1996)

īUnder a specific generative model, labeled samples are 

exponentially more useful than unlabeled

ÅThe semi-supervised models in this tutorial 

make different assumptions than C&C (1996)

ÅToday weôll also discuss new, positive 

theoretical results in semi-supervised learning



Why semi-supervised learning?

ÅI have a good idea, but I canôt afford to label 

lots of data!

ÅI have lots of labeled data, but I have even 

more unlabeled data

ïSSL:  Itôs not just for small amounts of labeled data 

anymore!

ÅDomain adaptation: I have labeled data from 1 

domain, but I want a model for a different domain



Goals of this tutorial

1) Cover the most common classes of semi-

supervised learning algorithms

2) For each major class, give examples of 

where it has been used for NLP

3) Give you the ability to know which type of 

algorithm is right for your problem

4) Suggest advice for avoiding pitfalls in semi-

supervised learning



Overview

1) Bootstrapping (50 minutes)

ï Co-training

ï Latent variables with linguistic side information

2) Graph-regularization (45 minutes)

3) Structural learning (55 minutes)

ï Entity recognition, domain adaptation, and 

theoretical analysis



Some notation



Bootstrapping: outline

ÅThe general bootstrapping procedure

ÅCo-training and co-boosting

ÅApplications to entity classification and 

entity-attribute extraction

ÅSSL with latent variables, prototype 

learning and applications



Bootstrapping

ÅOn labeled data, minimize error

ÅOn unlabeled data, minimize a proxy for error 

derived from the current model

ÅMost semi-supervised learning models in NLP

1) Train model on labeled data

2) Repeat until converged

a) Label unlabeled data with current model

b) Retrain model on unlabeled data



Back to named entities

ÅNaïve Bayes model

Å Parameters estimated from counts 

Features:  <left word = ñMr.ò>Label:  ñPersonò

Bootstrapping step

Estimate parameters

Label unlabeled data

Retrain model

Data

Says Mr. Cooper, vice president

Mr. Balmer has already faxed

Mr. Balmer has already faxed

Update action

Label BalmerñPersonò


